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Emerging New Domain: Market-Based AI

Algorithms making decisions & interacting, but doing so w/o models or ones that inexact.1 / 47
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Emerging New Domain: Market-Based AI
Market Ecosystem

Algorithms making decisions & interacting, but doing so w/o models or ones that inexact.1 / 47

In the wild: Competition, Collusion → Unintended Consequences
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Deep Learning+Deployment → Unmodeled, Complex Behaviors
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Does a Central Tenet of ML Hold in Intelligent Systems?
A Central Tenet of Present Day ML
When it is arduous to model a real-world phenomenon, observations thereof are
representative samples from some, perhaps unknown, static or otherwise independent
distribution.

Oakland Safety Index

Bay Area Traffic

Ride-Share Supply/Demand
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A Tale of Two Challenges
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Distributional Shift and Bias
(Supervised) Algorithms tend to be trained on past data without considering that the
output of the algorithm may change the data distribution.
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Example: Curbside Management
• Curbside usage is a linchpin for business district vitality, construction permits,
residential usage,etc.
• Where you choose to collect ground truth data (via "manual studies") biases data
towards that location and time.
• Nonetheless, current state of practice is to sample one time a year.

Fri @7PM

Sat @11AM

Dry Days @1PM

Wet Days @1PM
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Example: Predictive Policing
Drug Arrests [2010]

• Ignoring the "feedback loop" reinforces bias
PredPol day-ahead
"hotspot" predictions

"To Predict and Serve?" Kristian Lum William Isaac, Royal Statistical

Estimated Drug Use [2011]

Society, 2016
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Strategic Data Sources
Data used to either train algorithms offline or as an input to an online decision-making
algorithm may be generated by strategic data sources such as human users.
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Example: First Rule of Surge Club, Dont Talk About Surge Club
• Users report location and availability to
manipulate pricing algorithm
• Price increase gets offloaded on the demand side
of the market, not the platform
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Example: Pandemic Related Contact Tracing

• bias: altruistic small sub-population provides data
• privacy: users selectively provide data if at all
Contact Tracing Apps [Harvard Business Review, ’20]
"If only a small proportion of people a user comes in
contact with are using the app, the app is worthless
or even harmful: The app’s indications will be highly
inaccurate and . . . instill a false sense of security"
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Today’s Talk

• beyond minimization of loss: using the language of game theory to capture
distributional shifts induced by decision-dependent and strategic data
• game theoretic approach: a marriage of two existing abstractions
• taking a step back: provable convergence of first order methods
• taking a step forward: learning with decision-dependent data
• open questions and discussion
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A Game Theoretic Abstraction
"learner"
learner

min
θ

max
µ(θ)∈D(θ)

Ez∼µ(θ) [`(z, θ)]

loss
decision-dependent
distribution

distribution class

• data z is drawn from a decision dependent distribution µ(θ)
• what if "model" is misspecified?: distribution class D(θ), e.g., neighborhood of
empirical distribution µ̂(θ)
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What was old is now new
• sans distributional robustness, stochastic programming with
decision-dependent probabilities
min Ez∼µ(θ) [`(z, θ)]
θ

I Classical: cf. review paper [Hellemo et al. ’18]
I Convex optimization: [Drusvyatskiy et al. ’20; Dong et al. ’17]
I Re-emerged in ML as “Performative Prediction" (PP): cf. [Perdomo
et al ’20; Miller et al ’21; Mendler-Dünner et al ’20; Brown et al ’20]

• sans decision-dependent data, distributionally robust optimization
min max Ez∼µ [`(z, θ)]
θ

µ∈D

I cf. extensive survey [Rahimian & Mehrotra ’19]

• A game theoretic perspective: game theoretic tools can be
leveraged to design more efficient algorithms for robust learning with
decision-dependent data.
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a little step back to understand something fundamental:

Provable Convergence in MinMax Problems
joint work with:

Tanner Fiez
∗

Fiez, Ratliff. ICLR ’21 [arXiv:2009.14820]
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Games as Abstractions for ML/OPT Problems
• game theoretic abstractions lend a "new"
perspective on how to view ML
• and, they are natural for modeling
distributional data shifts and strategically
generated data
• Minmax optimization (zero-sum games)
is emerging as a fundamental tool as
they are at the core of many abstractions
• Challenge: significant gap between
theory & practice:
I Do first order, scalable methods
converge?
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Local Min-Max & Zero-Sum Continuous Games
Zero Sum Game:
(f, −f ), f ∈ C 2

Gradient Descent-Ascent (GDA):
x+
1 = x1 − γ1 D1 f (x1 , x2 )
+
x2 = x2 + γ2 D2 f (x1 , x2 )
timescale separation

Min-Max Opt:
min max f (x1 , x2 )
x1

x2

τ -GDA:
x+
=
x
−
γ1 D1 f (x1 , x2 )
1
1
x+
=
x
+
γ
2
1 τ D2 f (x1 , x2 )
2

Observations: Gap between theory and practice
• (theory) Guaranteed convergence to game theoretically meaningful equilibria requires
2nd order information: [Fiez, Ratliff ICML ’20], [Mazumdar et al. arxiv ’18]
• (practice) first order methods with timescale separation (i.e., τ = γ2 /γ1 ) are effective
for applications—e.g., generative adversarial networks (GANs) and actor-critic RL
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Do First Order Methods Provably Converge?
p
fixed oints

fixed points

lly stable
loca

y st
locall able

(strict) local
Nash
(strict) local
minmax

1-GDA[1,2]
[1]

?

(strict)
local
Nash
(strict) local
minmax

τ <∞

∞-GDA[3,4]

Mazumdar, Ratliff, Sastry, SIMODS 2020.; [2] Kokotovic, Khalil (Chap. 2), SIAM 1986.; [3] Jin, Netrapalli, Jordan, ICML 2020.
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The Punchline: Yes, they do!
p
fixed oints

lly stable
loca
(strict) local
Nash
(strict) local
minmax

fixed points

∃ a non-asymptotic

y st
locall able

construction of a

(strict)
local
Nash

finite timescale τ s.t.

(strict) local
minmax

strict local minmax
=

1-GDA[1,2]
[1]

τ < stable
∞
τ -GDA

[5]

∞-GDA[3,4]

Mazumdar, Ratliff, Sastry, SIMODS 2020.; [2] Daskalakis, et al., NeurIPS 2018; [3] Kokotovic, Khalil (Chap. 2), SIAM 1986.; [4] Jin,
Netrapalli, Jordan, ICML 2020; [5] Fiez, Ratliff, ICLR ’21
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Analyzing τ -GDA via Limiting CT Dynamical System
τ -GDA as Discretization of CT System



D1 f (x)
I 0
+
x = x − γ1
0 τ I −D2 f (x)
{z
}
| {z } |

Λ

g(x)

ẋ = −Λg(x)
CT limit
γ1 → 0

• Critical point: x∗ such that g(x∗ ) = (D1 f (x∗ ), −D2 f (x∗ )) = 0
• (Hartman-Grobman) local behavior of ẋ = −Λg(x) can be determined via linearization
• Learning rate γ1 can be selected to obtain local asymptotic convergence of τ -GDA
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Local Equilibrium Notion and Stability
Local Stackleberg/Minmax on U1 × U2


∗
x1 = arg min f (x1 , x2 ) : x2 = arg max f (x1 , y)
x1 ∈U1

x∗2

y∈U2

f (x∗1 , x2 )

= arg max

x2 ∈U2

• Critical point x∗ (i.e. g(x∗ ) = 0) is locally stable if spec(−Jτ (x∗ )) ⊂ C◦−
Differential Stackleberg (strict local minmax)1
local linearization of ẋ = −Λg(x):
Jτ (x∗ ) =
"
D12 f (x∗ )

D12 f (x∗ )

#

> f (x∗ ) τ ( −D 2 f (x∗ ) )
−τ D12
2
† Caveat:

x∗ s.t.
1. g(x∗ ) = (D1 f (x∗ ), −D2 f (x∗ )) = 0,
−1 >
−
> 0,
2. S(J1 (x∗ )) =
3. −D22 f (x∗ ) =
>0

under sufficient regularity conditions; 1 Fiez, Chasnov, Ratliff, ICML 2020
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Bridging the Gap: Building Intuition for τ -GDA Stability
As τ → ∞, spec(Jτ (x∗ )) tends towards strict local minmax conditions
−1
• n1 eigenvalues of Jτ (x∗ ) tend to spec(S(J1 (x∗ ))) = spec( −
• n2 eigenvalues tend to ∞ at a linear rate along asymptotes
spec(−τ D22 f (x∗ )) = spec(τ )

>)

Example: spec(−Jτ (x∗ )) ⊂ C◦− before
asymptotic splitting 

 > −4
1 x1 
0
f (x1 , x2 ) =
2 x2 −4
0

0 −4
2 0
0 −2
2 0

0  
2
 x1
0  x2
−4

• (0, 0) is strict local minmax
• spec(−Jτ (x∗ )) ⊂ C◦− for all τ > 2
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τ -GDA converges ⇐⇒ x∗ is differential Stackelberg
Theorem (informal)1
Consider a critical point x∗ (i.e. g(x∗ ) = 0).
(1) Provable local convergence: There exists a τ ∗ ∈ (0, ∞) such that
spec(−Jτ (x∗ )) ⊂ C◦− , ∀τ ∈ (τ ∗ , ∞) ⇐⇒ x∗ is differential Stackelberg
(2) Non-asymptotic construction: τ ∗ = max{λ+
max (B), 0} where B is a matrix
that depends only on the block components of the game Jacobian J1 (x∗ ).
Reduce "guard map" polynomial to find τ ∗ via eigenvalue problem: τ ∗ = max{λ+
max (B), 0}
2

ν(τ ) = τ n2 det(D22 f (x∗ ) ⊕ D22 f (x∗ )) det(S(J1 (x∗ )) ⊕ S(J1 (x∗ ))) det(τ I − B)
|
{z
}|
{z
} |
{z
}
=non-zero constant

tight construction and efficient computation of
1 Fiez,

=non-zero constant

eigval problem in τ !

τ∗

Ratliff. arxiv:2009.14820 (under review ICLR ’21)
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How do we use this result?
Analyze τ for whole classes of games, & relax assumptions on stochastic updates.
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Impact: From Theory to Implementable Methods
• Class 1. GANs under relaxed “realizable" assumption [Mescheder et al. ’18]
Theorem (informal)1
τ ∗ = 0 for relaxed realizable
GANs.
• Stochastic τ -GDA:
I existing methods: require two time-scale stochastic
approximation (i.e., two learning rate schedules s.t.
γ1,t = o(γ2,t ))
I our results: almost sure local asymptotic convergence, and
high probability concentration bounds only requiring a
single learning rate schedule[1]
1

Fiez, Ratliff, 2020 arxiv:2009.14820
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Impact: From Theory to Implementable Methods
• Class 2. Non-convex, µ-PŁ game: f (·, x2 ) is nonconvex and f (x1 , ·) satisfies
kD2 f (x1 , x2 )k2 ≥ µ(maxy f (x1 , y) − f (x1 , x2 )), ∀(x1 , x2 )
i.e., the gradient grows as a quadratic function of sub-optimality

• Example ML problems in this class:
I Adversarial learning [Madry et al. ’17];
I Deep distributionally robust optimization [Qi ’15]
I robust classifier via multiple distributions [Sinha et
al. ’18];
I fair classification [Nouiehed et al. NeurIPS ’19]
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Timescale Separation Lower Bound (τ ∗) for Classes of Games
Theorem (informal)1
Consider a nonconvex, µ-PŁ game.
(1) Any critical point x∗ that is not a differential
Stackelberg is unstable ∀ τ ∈ (0, ∞).
(2) x∗ differential Stackelberg =⇒ x∗ is stable
∀τ ∈ [τ∗ , ∞) where
τ∗ = min{τ ∈ (0, ∞) : x∗ is stable}, and a
finite τ∗ is guaranteed to exist.
• i.e., for any τ ∈ (0, ∞), stable points of τ -GDA are strict local minmax and no new
spurious points are introduced as τ grows
1 Fiez,

et al. ’21 (under review);

27 / 47

Global Asymptotic Convergence with Timescale Separation
Theorem (informal)1
Consider a nonconvex, µ-PŁ game. ∃ γ, τ such that
• Φ(x1 , x2 ) = f (x1 , x∗2 (x1 )) − f (x1 , x2 ) is a potential function
• τ -GDA avoids strict saddles almost surely2
τ -GDA asymptotically converges to the set of differential Stackelberg equilibria a.s.

• e.g., impact on Zeroth Order τ -GDA:
I existing methods: only converge to ε-stationary
points
I our results: provable convergence to strict local
minmax in Class 2[2]
1 Mazumdar,

Ratliff (arxiv ’18) SIMODS ’20; 2 Fiez, et al. ’21 (under review);
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Take Aways

• Game theoretic abstractions can be beneficial
I in modeling machine learning problems in which data may be generated adversarially
I giving provable convergence guarantees to interpretable equilibria (vs stationary points)

• Exploiting inherent structure in the way players interact (e.g., hierarchical play) leads to
arguably simpler algorithms (first order) that while preserving convergence guarantees
Impact

first order methods are important since ultimately we want to analyze
more complex decision-dependent minmax problem
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A small step forward towards

Decision Dependent Distributionally Robust Optimization
joint work with:

Eric Mazumdar
[UC Berkeley]

Chinmay
Maheshwari

Chih-Yuan
(Frank) Chiu

[UC Berkeley]

[UC Berkeley]

Mitas Ray
[UW]
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Recall: Decision-Dependent MinMax (Game) Abstraction
"learner"
min
θ

sup

Ez∼µ(θ) [`(z, θ)]

µ(θ)∈D(θ)

loss
decision-dependent
distribution

distribution class

• Applications: robust learning with decision-dependent or even strategic data
I Predictive policing yi (θ): more you collect data in an area, more likely to see crime there
I strategic classification (loans, interest rates, education, etc.) xi (θ): users manipulate
their features to be "positively" classified
I contact tracing xi (θ): users strategically hid traces due to privacy costs
I supply/demand ride-share xi (θ): users artificially deflate supply to induce surges
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From practice to theoretical models
• Suppose xi (θ) is the users reported features, and that their true features are x̄i ∈ D̄
• µ(θ) is induced by the mapping x̄i

θ

x(θ); e.g., xi (θ) = arg maxx u(x, x̄i ; θ)

I e.g., xi (θ) is drivers location and availability, and θ is pricing algorithm

• If the "best response" model is wrong, we may want allow for some worst-case error
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Adding structural assumptions, we get a "solvable" problem
• WD3 RO: Wasserstein Decision-Dependent Distributionally Robust Optimization
min

sup

θ∈Θ µ(θ)∈Bδ (µ̂n (θ))

Ez(θ)∼µ(θ) [φ(h x(θ), θ i) − y(θ) h x(θ), θ i]

• generalized linear model φ(h x(θ), θ i) where z(θ) = (x(θ), y(θ)), y(θ) ∈ {−1, 1},
x(θ) ∈ Rd
• Ambiguity set defined by Wasserstein distance:
Bδ (µ̂n (θ)) = {µ(θ)| W1 (µ(θ), µ̂n (θ)) ≤ δ}
empirical
distribution

modeled
distribution

• Θ ⊂ Rd : convex, compact
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What do we know when µ is independent of θ?
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DRO with no decision-dependent data
• Suppose the loss is β-smooth in z, convex and L-Lipschitz in θ. Then, reparameterized
Wasserstein DRO problem
is given by
)
(
n
n
1X
1X
φ(h xi , θ i) +
γi (yi h xi , θ i −ακ)
min max α(δ − κ) +
n
n
(θ,α)∈Θ×R γ∈Rn
i=1

i=1

s.t. kθk ≤ α/(L + 1), kγk∞ ≤ 1
where κ > 0 is associated with the metric c(z, z 0 ) = kx − x0 k2 + κ|y − y 0 |2 .
• Shafieezadeh-Abadeh et al. [’15] reformulating as a single optimization problem
• Yu et al [’21] developed extra gradient methods exploiting the minmax structure and
random reshuffling [Nagaraj et al. ’19]
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Decision-Dependent Data: Exploit the Same Trick
Proposition (informal)1 : WD3 RO MinMax Problem
Suppose the loss is β-smooth in z, convex and L-Lipschitz in θ. The reparameterized
WD3 RO problem
)
( is given by
n
n
1X
1X
φ(h xi (θ), θ i) +
γi (yi (θ) h xi (θ), θ i −ακ)
min max α(δ − κ) +
n
n
(θ,α)∈Θ×R γ∈Rn
i=1

i=1

s.t. kθk ≤ α/(L + 1), kγk∞ ≤ 1
where κ > 0 is associated with the metric kx − x0 k2 + κ|y − y 0 |2 .
Key Difference from WDRO:

1

Not clear when this is convex-concave, or solvable...

Maheshwari, Chiu, Ray, Mazumdar, Ratliff ’21
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decision-dependent data zi (θ) = (xi (θ), yi (θ))
Assuming a user decision-making model with structure preserves convexity.

37 / 47

A User ‘Best Response’ Utility Maximization Model
• suppose the true label yi ∈ {−1, 1} is observed, and user i best responds with
xi (θ) = arg max h x, θ i −ci (x − x̄i )
x

with convex, positive homogeneous cost ci (x − x̄i ) > 0 for all x 6= x̄i for deviating
from true features x̄i
Lemma1

best response map θ 7→ xi (θ) is convex.

• interaction between learner and each user exhibits a Stackelberg game structure
n
o
θ∗ = arg min Li (θ, xi , yi ) : xi = arg max u(θ, x; x̄i )
θ∈Θ

Thm2
1

x

Under this user model, the WD3 RO is convex-concave.

[Dong et al. ’17]; 2 [Maheshwari, Chiu, Ray, Mazumdar, Ratliff ’21]
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Bank Marketing for Term Deposits: Subscribe or Not?
• solicitation of purchase (interest rate) of a term deposit for a Portuguese
bank—fixed-term investment that includes the deposit of money
• features xi include
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Classification with (Regularized) Logistic Loss

• vanilla classification: accuracy ≈86% with top ten (of 60) "important features"

importance score

2
1
0
1
2

0

5

10

feature rank

15

20
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Simulating Strategic Behavior
• Classification with strategic data:
I observe simulated best response model
1
xi (θ) = arg max h x, θ i − 2ε
kx − x̄i k2 =⇒ xi (θ) = εθ + x̄i
x

where x̄i are the true features from the data

• Solve Performative Prediction1 (PP) with repeated gradient descent:
min Ez∼µ(θ) [φ(h x(θ), θ i) − y h x, θ i]
θ

• Solve WD3 RO with τ -GDA, τ = 5

P
min maxn α(δ − κ) + n1 ni=1 φ(h xi (θ), θ i) +
(θ,α)∈Θ×R γ∈R

1
n

Pn

i=1 γi (yi (θ) h xi (θ), θ i −ακ)

s.t. kθk ≤ α/(L + 1), kγk∞ ≤ 1
1

Perdomo et al. Performative Prediction. ’20
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Robustness to Strategic Feature Perturbations
0.9
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accuracy
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• dashed lines: Performative Prediction; solid lines WD3 RO
• ε̃: size of actual perturbation; ε: modeled perturbation
• δ: Wasserstein ball radius Bδ (µ̂n (θ)) for model misspecification
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Impact on False Positives
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Summary: Game Theoretic Abstractions Are Where its At

A Central Tenet of Modern ML
TBD???
• From min to minmax?
• Game theoretic abstractions lead to
I arguably interpretable and obtainable equilibrium concepts,
I but better convergence properties (provable, sample efficient)
I models capturing environment reaction (decision-dependent and strategic data)
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New Directions
• characterizing generalization bounds
• behavioral models of decision making, and multiple types of agents
• connections with mechanism design:
min{loss(x, θ) : x ∈ arg max utility(x, x̄; θ)}
θ

moral hazard/adverse selection in the context of learning-based mechanisms
• "state" evolution and dynamics
min
θ

max
µ(θ)∈Dt (θ)

Ez∼µ(θ) [`(z, θ)]

e.g., reference point evolution: [Nar, Ratliff, Sastry CDC ’17], [Ratliff, Mazumdar TAC
’19], [Fiez et al. UAI ’18]
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Impact on the Entire Market Ecosystem
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Emerging New Domain: Market-Based AI
Market Ecosystem

Algorithms making decisions & interacting, but doing so w/o models or ones that inexact.
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Thanks! Questions?
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