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The AI Revolution (some recent examples)

CovidCast: CMU
Delphi Group, 2020

AlphaFold: Jumper et al., 2020

DALL-E: Ramesh et al., 2021

(no deep learning
included)
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Illustration: A common use-case for ML methods
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Layers in deep learning
One typically thinks of a “layer” in a machine learning system as a “simple”
operation like a matrix multiply, convolution, ReLU, etc
However, layers can also be complex computation units (optimization, fixed point
computation, simulation, ODEs, PDEs, etc)
But doing so requires that we introduce the idea of an implicit layer
Explicit layer
x

Compute

y = f (x)

Implicit layer
y

x

Find y such that

g(x, y) = 0

y
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Implicit layers
Incorporating an implicit layer into a deep
network requires two elements
1. Forward pass: given 𝑥 compute a 𝑦 that
satisfies the implicit layer
• Any existing solver can be used for
this! (but remember, needs to be run
for each forward pass)

x

Find y such that

g(x, y) = 0

y

2. Backward pass: compute the Jacobian
𝜕𝑦 𝜕𝑦
(really vector-Jacobian product) 𝜕𝑥
, 𝜕𝜃
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Backprop through an implicit layer?

𝜕𝑦
How do we compute relevant Jacobians, e.g. 𝜕𝑥
?

x

Find y such that

y

g(x, y) = 0

𝑔 𝑥, 𝑦(𝑥) = 0
𝜕𝑔 𝑥, 𝑦 𝑥
⟹
=0
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𝜕𝑥
Known via “ordinary” automatic differentiation

𝜕𝑦(𝑥)
𝜕𝑔 𝑥, 𝑦
⟹
=−
𝜕𝑥
𝜕𝑦

−1

𝜕𝑔 𝑥, 𝑦
𝜕𝑥

…Implicit differentiation, goes back many decades (centuries?)
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More information on implicit layers
I’m glad you asked…

http://implicit-layers-tutorial.org
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Differentiating optimization (and more) is easy!
👈 The code for a differentiable, generic
convex optimization solver in PyTorch
(Colab link on tutorial website)
Almost any complex solver can be
integrated into automatic differentiation
toolkits, with relatively little effort
Also more stress-tested libraries available
for e.g. convex optimization [Agarwal et
al., 2019]:
https://github.com/cvxgrp/cvxpylayers
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Task-based learning of probabilistic forecasting
Optimize a neural network
probabilistic demand
forecasting model to make
predictions that minimize
dispatch cost

Data

Machine
learning
algorithm

Decision
making

Cost, e.g.
CO2
emissions

Predictions are nearly as good
in terms of RMSE as
“standard” training, but 50%
lower cost when combined
with optimal dispatch solver

[Donti, Amos, Kolter, NeurIPS 2017]
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Differentiable physics for learning and control
Build a differentiable layer that
simulates rigid body simulation of the
equation of motion
Using the approach (integrated w/
simple computer vision), can use
differentiable model-based control to
solve tasks like Atari Breakout, using
1000x less data than normal Qlearning

[Belbute-Peres, Smith, Allen, Tennenbaum, Kolter, NeurIPS 2018]
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Incorporating PDEs into graph neural networks

Resulting network more accurate than a
“pure” GNN approach, and much faster
than a high-resolution PDE solver

[Belbute-Peres, Economon, Kolter, ICML 2020]
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We show that we can combine a lowresolution (differentiable) PDE solver into
a graph neural network (GNN)
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Many design and analysis problems
relating to efficiency and climate require
solutions to large PDEs
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Enforcing robust control constraints in deep RL
Challenging to apply RL algorithms to
many “safety critical” domains due to
lack of robustness guarantees

{u : S(u) < 0}
π(x(t))
Kx(t)
f (x(t))

𝜋 𝑥 𝑡

= Proj𝑢:𝒮

𝑢 <0

𝑓 𝑥 𝑡

Can enforce that neural networks obey
the same specifications as traditional
robust controller by projecting policy
output onto the space of a Lyapunovdecreasing set
Resulting policies perform better than
traditional robust control, and safer that
pure RL-based control

[Donti, Roderick, Fazlyab, Kolter, ICLR, 2021]
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Enforcing robust control constraints in deep RL
Non-robust methods
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[Donti, Roderick, Fazlyab, Kolter, ICLR, 2021]
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Inverse optimal power flow
Power systems operators need to
publish certain operations data
(pricing, etc), but want to keep
others secret (generator costs, grid
structure)

minimize ℓ
𝑐,̂ ̂
𝑌

subject to

𝑝𝑔 , 𝜆 , 𝑝𝑔̂ , 𝜆̂

𝑝𝑔̂ , 𝜆̂ = ACOPF(𝑐,̂ 𝑌 ̂ , 𝑝𝑑 )

Known:
• Generator injections 𝑝𝑔

We show, however, that it is possible
to recover some elements of grid
data by “inverting” OPF solutions
Implications on the security/safety of
power system operation
[Donti, Azevedo, Kolter, ISSST, 2020]

• Locational prices 𝜆
ACOPF
Unknown:
• Generator bidding curve
parameters 𝑐
• Grid structure 𝑌
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Differentiating combinatorial optimization
Many optimization problems relevant to climate/sustainability are inherently
discrete, whereas we have mostly been focusing on continuous settings thus far
Can differentiate these optimization problems via smooth semidefinite
programming approximations
• We use this approach to approach to derive a differentiable satisfiability
solver, can learn global logical constraints

SATNet: Bridging deep learning and logical reasoning using a differentiable satisfiability solver

In 100 epochs, our model learns to correctly solv
boards at test time, reaching 85% of this theoret
Hence, our approach demonstrates strong perfo
solving visual Sudoku boards end-to-end. On the
the baseline convolutional networks make only
improvements to the training loss over the cou
epochs, and fail altogether to improve out-of-s
formance. Accordingly, our SATNet architectu
end-to-end learning of the “rules of the game” dir
pictorial inputs in a way that was not possible wit
architectures.

SATNet: Bridging deep learning and logical reasoning using a differentiable satisfiability solver
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Figure 1. The forward pass of our MAXSAT layer.
The layer takes as input
the discrete
or probabilistic
assignments of known
MAXSAT 0%
ConvNetMask
91.4%
15.1%
ConvNetMask
0.01%
variables, and outputs guesses for the assignments of unknown variables via a MAXSAT SDP relaxation with weights S.
SATNet (ours) 99.8% 98.3%
SATNet (ours) 99.7% 98.3%

[Wang,
Kolter,
(a)mOriginal
Sudoku. 1 SATNet Layer
Algorithm
variable Donti,
i 2 {1, . . . ,Wilder,
n}, and define
s̃i 2 { 1,ICML
0, 1}
for2019]

(b) Permuted Sudoku.

Figure 3. An example visual Sudoku image input, i.e. an image of
a Sudoku board constructed with MNIST digits. Cells filled with
the numbers 1-9 are fixed, and zeros represent unknowns.
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5. Conclusion

In this paper, we have presented a low-rank diff

layer that can be integrated into neur
TestMAXSAT
architectures. This layer employs block coordina

An example input is shown in Figure 3. This problem cannot
traditionally be represented well by neural network architectures, as it requires the ability to combine multiple neural
network layers without hard-coding the logical structure of
the problem into intermediate logical layers.

methods to efficiently compute the forward and
passes, and is amenable to GPU acceleration. We
our SATNet architecture can be successfully us
logical structures, namely the parity function an
of 9 ⇥ 9 Sudoku. We also show, via a visual Su
that our layer can be integrated into larger dee
architectures for end-to-end training. Our layer t
promise in allowing deep networks to learn logica
without hard-coding of the relationships between

ConvNet
0.31%
0%
ConvNetMask
89%
0.1%
Our architecture for this problem uses a convolutional neural
network connected
to a SATNet layer.
Specifically, we apply
SATNet
(ours)
93.6%
63.2%
a convolutional layer for digit classification (which uses the
LeNet architecture (LeCun et al., 1998)) to each cell of the
Sudoku input. Each cell-wise probabilistic output of this
convolutional layer is then fed as logical input to the SATNet
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More broadly, we believe that this work fills a n
in the regime spanning deep learning and logic
ing. While many “differentiable logical reasonin

(c) Visual Sudoku. (Note: the theoretical
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Final thoughts
There has been a historical disconnect between the “scientific” community and
the “ML” community in terms of methodology and key requirements of models
However, the techniques and tools of the scientific community don’t need to be
simply “bolted on” to ML approaches (nor ML naively applied to science and
engineering), but can be tightly integrated
But, what about items that go beyond even “simple” models: policy making,
economics, development, etc?
• Are there “end-to-end” ways to integrate ML with these processes as well,
and what will be the ultimate limits of machine learning here?
http://zicokolter.com
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